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Agenda <.

® BBegeHue B nporpamMmmMHyto mogenb CUDA
* 00630p apxuTeKkTypbl Fermi

® HoBble Bo3amoxHoctu CUDA 4.0

NVIDIA Confidential



MporpammHaa mogenb CUDA fﬁ%

* CUDA - nporpaMmmMmHo-annapaTtHbIN CTeK Ans
nporpammupoBaHua GPU

NVIDIA Confidential



[MporpammHaa mogenb CUDA <

* Koo cocTtouT U3 nocrnegoBaTtesibHbIX U
napannenbHbIX YacTeun

* MocnepoBaTernbHbIe YAaCcTU KOA4A BbINMOJIHAKTCAHA
CPU (host)

¢ MaccuBHo-napanneanble 4aCTu KOoAda BbIMNOJIHAKOTCA
Ha GPU (device)
* fAsnsietca conpoueccopom K CPU (host)
UmeeT cobcTBEeHHYO namatb (DRAM)
BbinonHAeT ogHOBPEMEHHO AeCATKU ThICAY HUTEN

NVIDIA Confidential



MporpammHaa mogenb CUDA <

)

MapannenbHasa YacTb KoAa BbINONMHAETCA Kak
bonbluoe KonuyecTtBo HuUTen (threads)

Hutu rpynnupyrorca B 6n1oku (blocks)
domkcnpoBaHHOro pasmepa

Bnokun oobLeanHATCA B ceTb 610koB (grid)
AApo BbINOJTHAETCA Ha ceTKe OJfI0KOB

»

)

)
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»,
[MporpammMmHan moagenb ff,%A

® Hutn B CUDA 00BbeauHAITCA B OJTOKU
® 1D Tononorusa 6noka N N

* 2D rononorunGnoxa | NNRERERR

® 3D TononoruAa onoka -

* O6wee 4yncno HUTen B ONOKe orpaHUYeHo

NVIDIA Confidential



»,
[MporpammMmHan moagenb ff,%A

* Bbnoku MmoryT ucnosnb3oBaTb pasaensemyro (shared)
namsTb
® Hutn MOryT obMeHuBaTbLCH AdHHbIMUA

¢ BHyTpM 6G510Ka MOTOKM MOryT CUHXPOHU3UPOBATLCH

NVIDIA Confidential



»,
[MporpammMmHan moagenb ff,%A

* Bnokn noTokoB 00bLeAMHAKTCA B ceTb (grid) 6nokos
NOTOKOB

¢ 1D Tononorus ONoKOB NOTOKOB

¢ 2D Tononorus ON10OKOB NOTOKOB

® BnoKu B ceTu BbIMOJIHAKTCA HE3aBUCUMO Apyr ot Apyra

NVIDIA Confidential



Agenda <,

* BBepgeHue B nporpamMmmHyto mogenb CUDA
® O630p apxuTeKkTypbl Fermi

® HoBble Bo3amoxHoctu CUDA 4.0
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ApxutekTtypa Tesla (Tesla T10)

2 SFU, 1 DP

30 NOTOKOBbLIX MynbTUApPOLEeccopoB (SM)
SM: 8 ckandapHbIx npoueccopos (SP)
SM: 16K pasgensemon namatm (SMEM)

MT Issue
C-Cache

P P P P m
S S
HHHHI

111058551

Tesla T10

o o o T o o o o o ]
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Apxutektypa Fermi (Tesla T20) <.

16 NOTOKOBbLIX MPOLIEECCOPOB (SM)

NVIDIA Confidential



Fermi — SM f,%A

¢ 32 CUDA agpa Ha SM
® INT: 32 MHCTPYKUUU/TAKT
® FP: 32 SP /16 DP 3a TaKkT

¢ 4 SFU Ha SM
® 4 NHCTPYKLMUM 3a TaKT

® 32K pernctpoB (32-6uT)

® YnyduweHHass TOYHOCTb
¢ |EEE cTtanpgapTt ana SP/DP

DN - fveannseor

NVIDIA Confidential



w »,
CBA3b nporpammHou mogenu ¢ HW <.

* BnokK uenukom BbINONHSAETCcHA Ha ogHOM SM
* Bnoku moryT ucnosnb3oBaTtb pasgensiemyro (shared) namatb
¢ BHyTpu 6510Ka HUTU MOTYT CUHXPOHU3NPOBATLCA

* MacwTtabupoBaHue Npon3BOAUTENILHOCTHU

Lo I 211 Co I =]
I I N I I
el | n | = |
Vv Bpems v Bpems B sm

mm Onok
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w »,
CBA3b nporpammHou mogenu ¢ HW <.

* Bnokun — abcTpakuma nporpaMmMHOU Mmoaenu

* Bapn (warp) — peanbHas eanHuua UCNONTHEHUS
yCTpoucTBa
® =32 HUTN Ha apxuTeKType Tesla/Fermi

Brnok O

NVIDIA Confidential



Single Instruction Multiple Threads <,

NMapannenbHO Ha Kaxxgom SM BbinonHAeTcA 6onbLioe
YUCNO OTAEeNIbHbIX HUTEeU

Hutu B npepenax ogHOro Bapna BbINOJHAKOTCSA
domnsnyveckun napannenbHoO

Pa3Hble Baprbl MOIyT UCNOJNHATb Pa3Hbie
UMHCTPYKUUU

* BonblUoe YMCNo BapnoB NOKpPbIBaeT 3a4epPXKu

)

NVIDIA Confidential



»,
Pa3mep 6noka <

3ap,ep>|<KV| NOKPbIBAOTCA NepekKknyieHnem BapnosB
OOGpaweHue B namaTb — 400-800 TakTOB
ApudpmMmeTnyeckaa MHCTpPyKUMA — 18-22 TaKToOB
Bonblwe HUTen YTOObLI NOKPLITL BCE 3a4epPXKKU
* MakcumanbHoOe 4Yucrio BapnoB B brioke — 48
1536 HuTen (Ha Tesla — 1024)

* OpHoBpeMEeHHO He bonee 8 6y1okoB Ha SM
Cnuwkom GonbLlon unn manbin 650K - HeaddeKTUBHO
OObIYHO 128-256 HUTen Ha OnokK
B KaXXgoMm criydae HyXXHO onpeaensaTtb OTAeNbHO

NVIDIA Confidential



»,
KoHTponb perncrpoB <

* MakcumanbHOe YUCIOo PErMcTpoB HA OAHY HUTb — 63
* Ha Tesla 6bino 128

* MeHblle perucTpoB —> 6orblle OJIOKOB MOXeT
paboTaTb Ha SM —> nyJywe NPon3BOAUTENILHOCTbL

PaHbLe ncnonb3oBancsa --maxregcount
HoBas aupekTuBa A5t KOHTPONSA PEerMcTpoB:

»

»

__global  void
__launch bounds _ (maxThreadsPerBlock, minBlocksPerMultiprocessor)
MyKernel(...) { ... }

NVIDIA Confidential



<3

Fermi — Noacucrema namaTu ATEA

CUDA
HUTb

DRAM

NVIDIA Confidential

HacTtpanBaembin L1 k3w ana
Kaxpgoro SM

* 16Kb SMEM, 48Kb L1

* 48KB SMEM, 16KBb L1

Ooowwmu L2 kaw ana scex SM
* 768Kb

ATomMapHble onepauuu
* 20x bbicTpee Yem Ha Tesla

ECC, koppeKkuuna oumodok
® Single-Bit Correct
¢ Double-Bit Detect



Fermi — Kaw L1 fﬁ%

¢ Kow nuHuna — 128B
L1 MOXHO OTKNOYaTb
® YMeHblUeHUe pa3mMepa TpaH3aKuum ¢ namMAaTbIo Ao 32B
L1 HeKorepeHTeH
* 3aBucCUMOCTEU Mexay 6f1oKkamMm ObITb He AOJMKHO
® YTeHue u 3anucb B NOKaribHyO NamMATb

* L1 nomoraeTt npy MHTEHCUBHOM UCMNOJIb30OBaHUN
* (HeT npobnem c KOrepeHTHOCTbHO)

)

»
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>,
TnmobanbHada namMmATb Ha Tesla ff,m

1 TpaH3akuusa - 64B
.l /( ({40 (/9 J /9t J {7/ (i J (7 (8l {01 ][]
EEEEEEE I EEEEEEEEEEEEEEE T I EE.
a0 (00 J/ 00/ J4 0/ J /4 J 7/ J 4/ JJ J 8t J 0 [0 J ||

[AATTTATTTTAZIA T

2 TpaH3akumm - 64B n 32B
/'« (o000 00l 040 000l e g
500 (00000000l il
500000000 000l e il

AT AT AT A7 A7

1 TpaH3akuuna - 128B
/'« (o000 00l 040 000l e g
ENEEEEE I SN EEEEEEEEE S EEEEEEEEEEEEEEE EEEEEEEE
500000000000l il

e e e e e e e |
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. »)
TnodanbHaa namAaATb Ha Fermi fﬁ.zm

O6beanHeHue 3anpocoB B NaMATb ANA 32 HATEW

® L1 BKnrYeH — Bcergaa uayT 3anpockl no 1288 C
KawmpoBaHuem B L1

2 TpaH3akumm - 2 x 128B
I A A B

4874 VA VA VA VA VA VA V2 VAl A VAVl VA VAl A A R |

criegyroLmimn Bapn CKopen Bcero Tonbko 1 TpaH3akuym4,
T.K. nonagaem B L1
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. »)
TnodanbHaa namAaATb Ha Fermi rf,.zm

* L1 BbIKNOYeH — Bcerga nayT 3anpockl no 328
* Jlyywe Aonsa paspexeHHOro AocTtyna K namMaTu

32 TpaH3akuuun no 32B, BmecTo 32 X 128B
ANEEEEEE FEEEEEEE F EEEEEEE EEEEEEE EEEEEEEE I EEEEEEE EEEEEEEE IEEEEEEE e

ANESECEENEEEREEE
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Fermi: LDU 2

* Ha Tesla oguHakoBble AaHHble NPeanoYTUTENIbHO XPaHUTL B
KOHCTaHTHOM namaTu (64KB)

KoHCcTaHTHbIN K3l AenaeTt 6poaakact BCeM HUTAM

* Ha Fermi nosiBunacb MHCTpyKuus LDU

BO3MOXHOCTb K3lUMpPOBaTb KOHCTAaHTHbIE 3HA4YeHUA Ana 6noka us
rnooanbHOM NaMATHU

__global  void kernel( float *g dst, const float *g_src )
{

g dst = g _src[0]; // uniform
g dst = g _src[blockIdx.x]; // uniform
g _dst = g_src[threadIdx.x]; // non-uniform

}

NVIDIA Confidential



»)
Pazpensemaa namMmsaThb >

NVIDIA

Ncnonb3oBaHue

OOweHne HUTen mexay cobomn BHYTpU Grioka
KawmnpoBaHue gaHHbIX U3 rnobarbHON NamMATH
YnyuuweHue wabroHoOB gocTyna rnodanbHOU NamMmaTn

¢ Apxutektypa Tesla — 16 6aHKoB no 32-our,
KOH(JIUKTbI BO3HMKAIOT Ha YPOBHe nonyBapna

* Apxutektypa Fermi — 32 6aHka no 32-6wmT,
KOH(PNIMKTbI BO3HMKAKOT Ha YPOBHE Bapna

NVIDIA Confidential



Mpumep gocTyna K 6aHKam

<3

NnVIDIA

® HeTt KOHNMKTOB OaHKOB

Thread O
Thread 1
Thread 2
Thread 3
Thread 4

Thread 5
Thread 6
Thread 7

® HeTt KOHdNMKTOB ODaHKOB

Thread O
Thread 1
Thread 2
Thread 3
Thread 4
Thread 5

Thread 6
Thread 7

Thread 31

Bank 31

NVIDIA Confidential



Mpumep gocTyna K 6aHKam

=

NnVIDIA

® 2X KOH(PNUKTbI 6aHKOB

Thread O
Thread 1
Thread 2

Thread 28
Thread 29
Thread 30
Thread 31

® 8X KOH(pNUKTbI OaHKOB

Thread 31

NVIDIA Confidential



»,
YcTpaHeHne KOH(PIINKTOB ff,%A

¢ [ByMepHbIN MacCcuB pasgensieMon namMaTn 32x32

* Bapn obpaliaeTrcsa K ctonouy
® 32X KOH(MNUKTbI OaHKOB

Bapribl.
31
Bank O

0 1 2
2 |
baHk 1 2| -
baHk 31 c e e oo
T - | - =
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»,
YcTpaHeHne KOH(PIINKTOB ff,%A

¢ [NobaBnsieM gononHuTenbHbLIN cTONOEL,
¢ [1BymepHbIN MaccuB 32x

¢ Bapn obpawaeTtcsa K ctonouy

® 32 pa3HbiXx 0aHKa, KOH(PNMKTOB HeT
Bapnu

BaHk O
baHk 31
— _

NVIDIA Confidential



. »
Paszpensiemas naMmaTb Ha Fermi ff,%A

® Multi-cast (32 6mT)

* KoH(pnukTbl 6aHKOB BO3HUKAKOT TOSIbLKO, €CIIU 2 Unun
Oonblue HUTeN obpaLarTCA K pa3HbiM CfioBaM B OOAHOM
OaHKe namaTH

~_shared  char shared[32];
char data = shared[BaselIndex + tid];

NVIDIA Confidential



. »
Paszpensiemas naMmaTb Ha Fermi ff,%A

® YrteHue/3anucob double (64 ouT)
* CneumnanbHag obpaboTKa CTpYKTyp pa3mepa 64 n 128 out

* Tpu nocnepoBaTenbHOM AoCTyne K MaccuBy u3 double
KOH(JIUKTbI He BO3HUKAKOT (B oTnM4ue ot Tesla)

__shared  double shared[32];
double data = shared[BaselIndex + tid];

NVIDIA Confidential



. »,
HoBble BO3MOXHOCTU Fermi f,%A

e OAHOBpeMeHHOG UcnoJsfiHeHne HeCKOJIbKUX Aaep
* CHauvana 3anyckalTcs Bce 6510k ogHoOro sigpa

¢ Ecnun pecypcbl cBOO60OAHLI — 3anycKaloTcsl O5yIoku agpa n3
apyroun ovyepeaun ncnonHeHuna (CUDA stream)

Bpems

NVIDIA Confidential



. »,
HoBble BO3MOXHOCTU Fermi fﬁ%

® HoBble MHCTPYKLUUU

® AToMapHble onepauuum ana FP B oguHapHON TOYHOCTU

* WMHcTpyKuma ballot — Bo3BpawaeT 32-6uTHOE YUCNO, B I-M
pa3psae 0 unm 1 B 3aBUCUMOCTU OT BbINOJSTHEHUA
npegukarta ans i-om HUTU B TEKyLLeM Bapne

® 2 nHtepdenca ana KonupoBaHUA
* OpHoBpemeHHOe KonupoBaHue CPU->GPU n GPU->CPU

NVIDIA Confidential



Agenda <.

* BBepgeHue B nporpamMmmHyto mogenb CUDA
* 00630p apxuTeKkTypbl Fermi

® HoBble Bo3amoxHoctn CUDA 4.0

NVIDIA Confidential



CUDA 3.0 — 3.1 N>

YHupmumnpoBaHHoe agpecHoe NpPoCTPaHCTBO
Ona Shared, Global, Local namaTtu

Nopnpepxka 64-o0MTHOM agpecauuun
ABI (Application Binary Interface)

Bbi3oBbl (pyHKLUMK, BKITKOYAA yKa3saTenu Ha (pyHKLUM
NMonb3oBaTesnibCKMN CTIK (B TOM YnUcCne ANsl peKypcun)

printf()

NVIDIA Confidential



CUDA 3.2 N>

YnyduweHue npon3BoaUTENIbHOCTHU
CUBLAS ot 50% go 300%
CUFFT ansa cteneHen 3,5, 7

HoBbLle OMbONnoTekn
CUSPARSE, CURAND

Moapepxka malloc(), free()

OTnaaka npunoXxeHMn UCNOMb3YHLWUX HECKOSTbKO
GPU B cuda-gdb u Parallel Nsight

NVIDIA Confidential



CUDA 3.2 N>

HeT HopmanbHoro API gna pabotbl ¢ multi-GPU
CnoxHoe B3anmoaencTteue mexay Heckonbkumu GPU

HeadchekTtuBHOE KONUpoBaHMe gaHHbIX mexay GPU
Heobxoaumo KonupoBaTb Yepe3 CUCTEMHYIO NaMATb

* HenonHasa nogaoepxka C++
BI/IpTyaanble MeTOoAbl U T.1.

NVIDIA Confidential



CUDA 4.0 — multi-threading <.

* Kaxgbin GPU MmoxeT ncnonb3oBaTbCA HECKONMbKUMM
CPU noTokamu
* BbicTpoe NOPTUPOBAHME MHOFOMOTOYHLIX MPUSTIOXEHUN
* OpHoBpeMeHHbIN 3anyck ssaep ¢ pa3sHbix CPU noTtokoB
* Heobxoaumo 3anyckatb B pa3Hbix CUDA stream
* HoBbin AP| gnsa paboTbl C KOHTEKCTaMu
¢ OAuH KOHTEKCT YCTPOMCTBA Ha BeCb npouecc

NVIDIA Confidential



CUDA 4.0 — multi-threading <,

¢ Mpumep ncnonb3soBaHna ogHoro GPU HeCKONbKUMU
CPU noToKkamu

CPU notok A CPU notok B

cudaSetDevice (0) ; cudaSetDevice (0) ;
cudaMalloc (&p0, size);
pthread barrier wait (b) ;€3> pthread barrier wait (b);
KO<<<1,1>>>(p0);
cudaFree (p0) ;

NVIDIA Confidential



CUDA 4.0 — multi-GPU 2

® OaunH CPU noTtok nmeet goctyn ko scem GPU
* (go CUDA 4.0 6bino orpaHnyeHune Ha 1 GPU)
¢ [MpocToe ncnonb3oBaHne HeCKoNbkux GPU

* KoopauHauua pabotbl mexay Heckonbkumu GPU
# cudaStreamWaitEvent() — cuHxpoHusauusa mexay GPU
# cudaDeviceSynchronize() — Bmecto cudaThreadSynchronize()

NVIDIA Confidential



CUDA 4.0 — multi-GPU 2

* MNpumep pgoctyna ns ogHoro CPU noTtoka Kk aBym GPU

cudaSetDevice (0) ; // axTmBHOe ycTporcTeo #0

cudaMalloc (&p0, size); // BugmenssieM namaTe aiast p0 Ha #0

KO<<<1, 1>>>(p0) ; // BHBOB simpa KO Ha #0

cudaSetDevice (1) ; // nepexsnwuaemcst Ha #1 (HeBosMoOxHO B CUDA 3.x!)
cudaMalloc (&pl, size); // BhugmenssieM naMaTe Aiast pl Ha #1

K1<<<1,1>>>(pl); // BHBOB simpa K1l Ha #1

NVIDIA Confidential



CUDA 4.0 — pinned namMmaTb <.

* YnydweHue paboTbl ¢ pinned namATbIO

NVIDIA Confidential



CUDA 4.0 — nogaepxkKa C/C++ <.

® OnepaTtopbl new/delete
* BbI30B KOHCTPYKTOpPOB
® BuptyanbHble pyHKLMN
* Moapepxka nonnmopdusma
® BctaBka PTX
* OnTtTnmusauuun Ha ypoBHe accembnepa

NVIDIA Confidential



Bbuonuoreka Thrust ff,%;

¢ CrtaHpapTHaa bmbnuoTteka wabnoHoB ana CUDA
® AmHanor C++ 6ubnuoTtekun wabrnoHoB STL

¢ BbIOOp anropuTtMa Ha 3Tane KoMnunauum
* PacnpepgeneHue pabotbl mexay agoctynHbimn CPU n GPU

NVIDIA Confidential



NMpumep Thrust <.

#include <thrust/host_vector.h>

int main (void)

{

// cozsmaeM 32M crayuanHeIx umces Ha CPU
thrust::host vector<int> h vec (32 << 20);
thrust: :generate (h_vec.begin(), h_vec.end(), rand);

// xonupyeM nanHie Ha GPU
thrust: :device_vector<int> d vec = h_vec;

// copTupyemM Maccue Ha GPU
thrust::sort(d_vec.begin(), d _vec.end());

// xonupyeM npanHime oBpaTHoO Ha CPU
thrust::copy(d vec.begin(), d vec.end(), h _vec.begin());

return O0;

NVIDIA Confidential



bunonuorteka CUSPARSE

* HoBasa ombnunoteka ang paboTbl C pa3peXeHHbIMU

MaTpuuamMm

* lMpeobpa3zoBaHua pasnunyiHbix opmatoB COO, CSR, CSC

* ONnTUMU3MPOBaAHHbIE OonepaLnM YMHOXEHUSA MaTpuLbl Ha
BEKTOp

NVIDIA Confidential
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CpaBHeHue ¢ MKL <.

YMHOX€EHNe pa3pe>|<eHHO|7| MaTpulbl Ha HECKOJ1bKO MOJTHbIX BEKTOPOB

Log Scale - Single
64 - == double
= complex
E| Y == double-complex
=

16 -

Speedup over
= N I~ O

) & 9o < .
FLFSFE LSS 09,;&‘
G T F
R\ > L N &
¢ 6&0/ &

CUSPARSE 3.2, NVIDIA C2050 (Fermi), ECC on
NVIDIA Confidential MKL 10.2.3, 4-core Core i7 @ 3.07GHz



PeweHune pa3pexeHHbIX CUCTEM

PeweHune paspexeHHON TpeyrosibHON MaTpuubl C
nomouibio CUSPARSE

da3a aHanusa — NnocTpoeHue rpacda 3aBUCUMOCTEMN
cusparse*csrsv_analysis()

dPa3a pelleHNs — UTepauum NO YpPpOBHAM
cusparse*csrsv_solve ()

Level 1 {rows 1,2 &3)

Level 2 (rows 4,5,6 &7)

Level 3 (rows 8 & 9)

NVIDIA Confidential
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http://research.nvidia.com/sites/default/files/publications/nvr-2011-001.pdf

CpaBHeHue ¢ MKL <,

®* MeTtoabl Incomplete- LU, Cholesky gocturaroT
nopsaka 2x yckopeHus Ha GPU

2.49x (24.79x)

2.2x (4.78x)

GPU vs. CPU with ilud GPU vs. CPU withilut(5,104-3} GPU vs. CPU withilut{10,104-5) GPUvs.CPU withilut(20,10*-7)

CpenHee yckopeHne BiICGStab/CG Ha GPU (csrilu0)
no cpasHeHuto ¢ CPU (4 BapnaHTa npegobycnasnueaTens)

CUSPARSE 4.0, NVIDIA C2050 (Fermi), ECC on
NVIDIA Confidential MKL 10.2.3, 4-core Core i7 @ 3.07GHz



Opyrue ononuoTeku <.

® CUBLAS

* PaboTa ¢ nofiHbIMU MaTpuLamMm

* CUSP
® PeweHue CJIAY c pa3pexeHHbIMMU MaTpuLamm
* Pa3nunyHble dpopmaTtbl, conBepbl CG u BiCGstab
® http://lcode.google.com/p/cusp-library/

NVIDIA Confidential


http://code.google.com/p/cusp-library/
http://code.google.com/p/cusp-library/
http://code.google.com/p/cusp-library/

Opyrue ononuoTeku <.

* CUFFT

* OntnMmusmpoBaHHaa bmdbnuoteka FFT
* MNoppepxka SP/DP, real/complex, 1D/2D/3D, 2/3/5/7-radix

MATLAB CUDA
* MNopaepxka GPU B nnarnHe Parallel Computing Toolbox

)
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NVIDIA GPUDirect 1.0

GPU1
Memory

GPU2
Memory

NVIDIA Confidential

<3

nvibDiA

YnydweHue nepeagayn gaHHbIX
BHYTPU CeTU

* Tpsmon poctyn Kk namatn GPU
ANA BHelHero obopyaoBaHusA

Ona nepepayn AaHHbIX MexAay
ABymMa GPU BHyTpM y3na
HeoOXxoAMMO KonupoBaHue B
CUCTEMHYIO NaMATb



NVIDIA GPUDirect 2.0 >

¢ [pamon poctyn K namatu GPU

GPU1 GPU2
Memory Memory ¢ GPUO moxeTt umtatb/nncatb B
namatb GPU1
- * T[lpsamoe kKonupoBaHue

Memory

T
We

y Al

AaHHbIX ¢ GPUO Ha GPU1

¢ Tonbko Ha Tesla 20xx
® x64 Linux vnn Win TCC

NVIDIA Confidential



Unified Virtual Addressing <.

Be3s UVA AV/A

System GPUO GPU1 System GPUO GPU1
Memory Memory Memory Memory Memory Memory

o e
| | |

| |
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Unified Virtual Addressing <,

OOLee agpecHoOe NPOCTPAHCTBO ANA BCeU NaMATH
CPU n GPU

dusnyeckoe MeCcTo onpegensieTca Yepes ykasatesb
YnpouweHue nHtepcgencoB (cudaMemcpyDefault)

® Tonbko Ha Tesla 20xx
® x64 Linux nnm Win TCC

NVIDIA Confidential



CUDA 4.0 N>

MaccuB TekcTyp (layered textures)

Habop HeCKONbKUX TEKCTYP OQ4HOro Tuna, pasmepa u
dopmata ¢ punbTpaumen ToribKo BHYTPU CIios

NMoapepxka 3D ceTokK Ha Fermi

cuobjdump: noapepxkKa accemonepa Fermi

NVIDIA Confidential
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Bonpochbi? <.
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MTone3Hble CCbINKN fﬁ

»

CUDA ounonunorteku:
® http://developer.nvidia.com/technologies/libraries
CUDA 4.0 webinar:

® http://developer.download.nvidia.com/CUDA/training/cuda4
0 feature intro.mp4

* Kypc no CUDA Ha BMK MI'Y:
® https://sites.google.com/site/cudacsmsusu/home

* PelleHue pa3pexeHHbIX TPeyrosibHbIX MaTpuL

® http://research.nvidia.com/sites/default/files/publications/nv
r-2011-001.pdf

-
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NMoppepxka Fortran fﬁ%

* PGI CUDA Fortran
* Tpwuan Bepcusa 4OCTynHa Ansa 6ecnnaTtHOro ckauMBaHus
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