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[Mpouecc onTummnsauunu ff,%A

o McnonbsyeM NMPpaBUJIbHYIO METPUKY AONA Kaxaoro sgpa

e 0npe.qen;|eM YTO OorpaHnydumBaeT Npomn3BoaAunUTEsNiIbHOCTDb
* T[lponyckHas cnocobHocTb namATn (memory bandwidth)
* WcnonHeHune nHcTpyKuum (instruction throughput)
* 3apepxkKa (latency)
¢ KombuHauunu
® Uccnepgyem orpaHUunUTENnu B nopsaKke BaXXHOCTHU
* Hackonbko acdpdeKkTuBHO paboTaeTt

® AHanus3 1 HaxoxaeHne BO3MOXHbIX Npoonem
* [MpunmeHeHue onTUMU3aLUN

NVIDIA Confidential



Visual Profiler FAIDEA

% untitied - Compute Visual Profiler - [Session] - Device_0 - Centext_0 [CUDA]] e

% File Session View Options Window Help

D DO RRRSIEEE B

Sessions & X || proflerOutput [EJ | Summary Table

4 Sessionl GPU Timestamp (us) Method GPU Time (us) CPU Time (us} gridsize thread block size static shared memory per block registers per thread Occupancy mem transfer size host mem transfer type branch instructions
4 Device 0 (bytes) (bytes) Type:SM Run:2 Type:SM Run:2

Context 0 [CUDA] 72 371632 transposeFineGrained 147,904 15201 124 24 1] [16 16 1] 124 3156 35736
722 371785 transposeFineGrained 147,616 151,200 1] {16 16 1] 1124 3156 35736
723 371938 transposeFineGrained 147,776 151,369 11 16 16 1] 124 3156 35736
724 372080 transposeFincGrained  147.904 151497 11 16 16 1] 12 3156 35736
725 372243 transposeFineGrained 147,968 151561 11 16 16 1] 124 3156 35736
726 37239 transposeFineGrained 147392 151498 1] {16 16 1] 1124 2456 35736
727 376222 memepyDtoH 350,848 1257.49 530824 Pagezble
T
129 389572 © | memcpyDtoH 350,848 133756 589824 Pageable
730 390200 transposeDiagonal  379.904 206802
731 390588 transposeDiagonal  379.68 383786
732 390972 transposeDiagonal 378912 383531
733 301355 transposeDiagonal 378816 282400
734 391738 transposeDiagonal 379392 382498
735 392122 transposeDiagonal 378.944 385103

«

X SessionlzDevice_0:Context_0
g

*Kernel tme = 80,27 % of total GPU time

*Memory copy tme = 1.3 % of total GPU time

«Kernel taking maximum time = transposeNaive (28.3% of total GPU time)
«Memory copy taking maximum time = memcpyDtoH (1.3% of total GPU time)
«There is no time overlap between memory copies and kernels on GPU

Hint(s)

+ Double dlick on the kernel name in the Summary Table to analyze the kernel
= Cansider using page-focked memory to attain higher bandwidth between host and device memory. Overuse of pinned memory should be avaided as it may reduce overall system performance.

Andysis

Cutput

Read profiler output file for context #0, run #4, Number of rows

Read profiler output file for context #0, run £5, Number of rows=833

Session - Device_0 - Context_0 [CUDA] : Profiler table column 'dynamic shared memory per block (bytes)’ having al zero values is hidden,
Session - Device_0 - Cantext_0 [CUDA] : Profiler table column 'stream id' having all zero values is hidden.

Session1 - Device_0 - Context_0 [CUDA] : Profiler table column ‘ocal black size’ having all zera values is hidden.

Session1 -Device 0 - Cantext 0 [CUDA] : Profiler table column 'diveraent branch Type:SM Run:2 having all zero values is hidden.

NVIDIA Confidential




. . »,
Visual Profiler S,ZA

BonblWUHCTBO cyeTuYMKoB paboTatoT ana 1 SM
He onsa Bcero GPU

3a oauH npoxoa yaaeTcs NONMYy4YUTb HECKOJIbKO
CYHeTUYNKOB
HecKkonbko npoxoaoB, YTOObI NOKPbITbL BCE CHETYUKMU

* CYeTUYUKH MOrIyT MEHATBLCA NPU Pa3HbIX 3aMyCKaX
Brnokun n Bapnbl pacnpenensoTcsi B pearibHOM BPEeMEHMU

NVIDIA Confidential
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[Mpouecc onTummnsauunu fﬁ

® OnpepensieM 4YTO orpaHMYnBaeT
npon3BoaAnUTesibHOCTb
¢ [lponyckHasi cCMOCOOHOCTb NaMATH
* WUcnornHeHMe MHCTPYKLUHN
* 3agepxka
* KomOuHauum

e Vlccnep,yeM orpaHunydumTesrnin B nopsaanke BaxHOCTU

NVIDIA Confidential
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ApudmMeTUKa unum AoCcTyn K NaMATU?  nvioia

»

OnTumanbHOe COOTHOLUEeHUe MHCTPYKUUN.0auT gna Tesla
09240510}

* ~3.6:1, float, npu BknroyeHHomMm ECC
® ~4.5:1, float, npu Bbikn4YeHHom ECC
AHanu3 anropuTtma
* OueHuBaeM COOTHOLUEHME UHCTPYKLUU: 6auT
Koa o6bIYHO ncnonb3yeT 00MnbLUe MHCTPYKLUN U
oOpalleHnn K namMAaTun
¢ JononHutenbHble KOMaHAbl, CMIUNIUHI PErncTpoB
* WUcnonb3oBatb Visual Profiler (6bbicTpo n yaooHo)
* Moaudukaumm koga (6bonee To4YHbLIN CNOCOO)

NVIDIA Confidential



AHanu3 yepe3 Visual Profiler

* Ucnonb3oBaHue CYEeTUYUKOB

® 32 *instructions_issued R

* (+1 Ha Bapn)
®* 128B * (global store transaction +
|1 _global load miss)

* (+1 Ha ogHy nNMuHMIO L1)

* B Bepcuun 4.0 orpaHnuuTenb
onpeaensieTcd aBToMaTu4eCckKu

NVIDIA Confidential
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AHanui yepe3 mogudmnkauuno Koga f%;

®* Uamepsiem BpeMs paboTbl 2-x MoandpUKaumnmn:
* MMWHMMYM NHCTPYKLUMKN, TONBLKO AOCTYN K namMAaTn (mem)
MuHnmym obpalleHUn K naMATU, TONbKO MHCTPYKUuKM (math)

* YpobHo anA ariropyuTMmoB He NCnoJib3yrunx 3aBMCUMOCTb
Nno AaHHbLIM ONA BeTBINIeHUA Ui agpecaumu

® CpaBHuBaeM BpemMs pabdboTbl moancpnuUpoBaHHbIX Saep
* Momoraet onpepesintb BO YTO Mbl ynnpaemcs

U HacKkonbKo XxopoLwo naet nepekpbitne apudmeTnyeckux
onepauvm U YTeHUN U3 NaMATU

®

.

NVIDIA Confidential



Bpems

Bo3MOXHble BapuaHTbI

mem, math, full

Orpanunyntens — namaTb
Xopoluee nepekpbiTne
MaTeMaTUKM N NaMATK:

HeT npobnem ¢ 3agepxkamm

NVIDIA Confidential

mem, math, full

OrpaHunynTens — MHCTPYKLMMK
Xopoluee nepekpbiTne
MaTeEMaTUKN N NAMATU:
HeT Npobnem ¢ 3agep>xkamu

mem, math, full

BanaHc

Xopoluee nepekpbiTne
MaTeMaTuKnM U NamaTu:

HeT Npobnem ¢ 3agep>xkamu

>

nvibDiA

mem, math, full

lMnoxoe nepekpbiTNE
MaTeMaTUK1 U1
namsaTu:

npobnemsbi ¢
3agepxxkamu



[Mpumep: aHann3 Koga

»

* Bpewmsa (mc): e
*  Full-35.39 ¢
® Mem-33.27
®* Math-16.25

¢ BbI30BOB UHCTPYKLUMUM .

® Full-18,194,139

* Mem-7,497,296

* Math -16,839,792
OOpaLlueHnn K namMaTu

® Full-1,708,032

® Mem - 1,708,032 .

¢ Math-0

»

NVIDIA Confidential
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nvibiAa

3DFD, BonHoBOe ypaBHeHuUe, fp32 ¢  AHanus:

UHcTpykumnn/6anT = 2.66
Xopollee nepekpbiTUe Mexay
MaTeMaTUKOU N NaMATbLIO

® 212 mc (13%) BpemeHum
WHCTPYKLMWA He NepeKpbiBaeTcs
lNMponyckHaa cnocobGHOCTbL
npunoxeHus: 62 GB/s

® TeopeTn4yeckass nponyckHas
cnocobHocTb 114 GB/s



[Mpumep: aHann3 Koga

»

L)

Bpems (mc):

®*  Full-35.39

® Mem-33.27

®* Math-16.25
BbI30BOB MHCTPYKLUN

® Full-18,194,139

¢ Mem-7,497,296

* Math - 16,839,792
OOpaLlueHnn K namMaTu

® Full-1,708,032

® Mem - 1,708,032

® Math-0

»

»

NVIDIA Confidential

3DFD, BonHoBOe ypaBHeHuUe, fp32

>

nvibiAa

¢  AHanus:

.

.

»

UHcTpyKumnn/6ant = 2.66
Xopollee nepekpbiTUe Mexay
MaTeMaTUKOU N NaMATbLIO

®  2.12 mc (13%) BpemeHum
MHCTPYKLUUN He nepeKpbiBaeTcs

lNMponyckHaa cnocobGHOCTbL
npunoxeHus: 62 GB/s

® TeopeTn4yeckass nponyckHas
cnocobHocTb 114 GB/s

¢ BbiBoAbI:

0

»

MpunoxeHne orpaHN4YeHo No
CKOpPOCTU A0CTyNna K NaMATH

OnTmMusauum 4OoMKHbI ObITb
HanpaBreHbl Ha yny4lweHue
NPONYyCKHOM CNOCOGHOCTH



BbiBOAbLI

® AHanus anroputma:
® CKOJbKO HY)XHO OaUT, CKOJIbKO UHCTPYKLIUU

® Ucnonb3oBaHMe NpoduUnUpoBLLUKA:
* KonnyecTtBO MHCTPYKLUN, OOpaLLeHUUN B NaMATb
* ABTOMaTU4eCcKoe onpepeneHue orpaHnvynTens

® AHanus 4yepe3s moaudukaumio Koaa:
* Mem-only Bepcus
® Math-only Bepcus

NVIDIA Confidential
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[Mpouecc onTummnsauunu ff,%A

* Onpepensiem 4YTO orpaHu4YMmBaeT
NpPou3BOANUTENBLHOCTb

e I/Iccne.qyeM orpaHunyumTesnin B nopsaanke BaxHOCTU
* Hackonbko acpchekTuBHO paboTaeTt
® AHanu3 n HaxoxaeHue BO3MOXHbIX Npobnem
* TMpuMmeHeHne onTMMU3ALNN

NVIDIA Confidential



e
:
el
4.5, e
“

g

: Ay
..Z....T
iy e
el
et
5
O
05
e
e W
5

s
i
'.....‘.._.
..::. A ;
. ot A0, o
Y , ;
.-.‘“.. A
Aol
/ )
-- ; () (L)
i -- .:-...
(i i
-—h- ..«n-a--”-“_. ) ---... W
A St
s i
.:2:::: g
..c.-....... (A8 e
...:.::
~—----
--<u-nu-
AAO00
e
el
oA
QO
e
v
0

>
>

SIIIR]
3328

s

R

M@
=

n

<A NVIDIA




. »
NMoacucrema namatm Fermi ff,%A

SM-0 SM-1
Perncrpol Perncrpoli

L1 SMEM L1 SMEM

mobSanbHasa NnamMmATb

NVIDIA Confidential



Mcnonb3oBaHue L1 n L2 f,%A

® GPU Kaw He npeaHa3Ha4vyeH AnA Takoro Xxe
ucnonb3oBaHud Kak Ha CPU

® MeHblwnn pasmep (tem 6onee Ha oAHY HUTb) — HeT
nepencrnonib30BaHUA NO BPEMEHMU

NMpeaHa3HayeH Ana crnaXxuwBaHUA HEKOTOPbIX LWAGNOHOB
AocTyna, noMoraeT Npyu CNUNMunHre, u T.4.
® ONnTMMU3NpPYNTE, KaK OyaTo KIalla HeT

* HeT cneunanbHbIX TeXHUK AnA Fermi

* B HeKOoTOpbIX criy4yasix NnpocTo byaeTt ObicTpee

»

NVIDIA Confidential
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L1 — KSwmnpoBaHune un pasmep fﬁ%

+ [Ba BapuaHTa:

® L1 BKNO4YeH

NMo-ymonuyaHuro (onuua -Xptxas —dlcm=ca)

NMbiTaeTcsa nonactb B L1

Pasmep TpaH3akumm ¢ namMaTbio 1288

® L1 BbIKNOYEH

Onuma —Xptxas —dlcm=cg

He nbiTaeTca nonactb B L1 (ecnu nnHusa ectb, TO OOHOBNSAETCA)
Pasmep TpaH3akuum ¢ namMAaTbio 32B

* BbiObopa pa3mepa L1/SMEM

¢ 16KB L1, 48KB SMEM wvnun 48KB L1, 16KB SMEM
¢ BpbizoB CUDA

»

» L)

» »

»

NVIDIA Confidential
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L1 — KSwunpoBaHue n pasmep f%;

® BbikntoveHue L1 MoxeT ynyywnTb NPOU3BOANTENIbHOCTb

® 3arpy3Ka pa3dpocaHHbIX CMOB, UM KOraa ToNMbKO YacTb Bapna
rpysvT gaHHble (Hanpumep, Ans rpaHuubl)

¢ CnunnuHr perncTpos

® bonbwoun L1 MoXeT yny4vYwuTb NPpon3BoAUTESNIbHOCTb
® CnunnuHr perncTpoB
¢ HeBbIpOBHEHHbLIV AOCTYN, A4OCTYN CO CABUIOM

¢ Kak ncnonb3oBaTtb
* MMonpoboBaTb Bce 4 BapuaHTa (CA, CG) x (16, 48)

NVIDIA Confidential
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AHanu3 gocTtyna K namMaTu <.

¢ 2 ¢pakTopa BnusawoLWmMe Ha NPOU3BOAUTESNIbHOCTDb

® LWWab6noH goctyna

* Ucnonb3oBaHue npodunmMpoBLUMKaA: YUCNO obpallueHnin
(VHCTPYKUMI) B NaMATb << YUCIIO TPaH3aKLUMn
— gld_request < (11_global_load_miss + I1_global_load_hit) * (word_size / 4B)
— gst_request < global_store_transaction * ( word_size / 4B)
¢ [lponyckHasa cnocCOOHOCTb NMPUNOXeHUa << pakTnyeckas
nponycKHas CNOCOOHOCTb YCTPOMCTBA

Yucno ogHOBpEeMEHHbIX obpaLleHnmn

¢ [lponyckKkHasa cnocoOOHOCTb YyCTpoMCTBA: hakTUyeckana <<
TeopeTuyeckas

»

NVIDIA Confidential



OnTnmmnsauma wabnoHa gocTtyna

® Ob6bbveanHeHMe 3anpocos
¢ 128B anavteHunsa c L1
& 32B pnga uyteHusa 6e3 L1, 3anucu

¢ LWabnoH goctyna Bapna KOHBepPTUPYeTCS B TPaH3aKuuun
* TMpoucxoaut o6beanHeHue, ANA MaKC. yTUNU3aLUUN LUUHbI

® NMonpoboBaTb YTeHue 0e3 L1

¢ Pa3mMmep TpaH3akuuu MeHblue (32B BMmecTo 128B)
¢ AddekTnBHEE ANA pa3peXeHHOro aocrtyna

® [lonpoboBaTb TEKCTYpblI

* Pa3mep TpaH3aKuuu MeHblle, K3 JIMHUA gpyras
¢ OToenbHbIW K3W ANA TEeKCTYp

NVIDIA Confidential
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OnTuMunsauuna yncna odpalleHun <.

® HyXHO gocTtaTo4HO OoOpalieHnn YToObl 3arpy3uTb LLUUHY
¢ (3apgepxkKa)x(nponyckHaa CnOCOOHOCTL) 6auT
* Fermi C2050:
® 400-800 TakToB 3apepxku, 1.15 GHz yacTtoTa, 144 GB/s, 14 SM
¢ HyxHo 30-50 ogHOBpeMeHHbIX TpaH3aKkuun no 1288 Ha SM
® CnocoObl yBeNMIMYUTbL YNCNO obpaLLeHnmn

¢ YBennunTtb 3arpyXeHHOCTb
¢ Pa3mep 6noka
¢ YMEeHbLMUTb YUCSIO PEerMcTpoB

* Moaudukauna koga ansa oo6paboTKN HECKOSIbKUX 3NTIeMEHTOB B
OOHOWN HUTH

NVIDIA Confidential



[Mpumep: goctyn K namaTu 1 <

»

3DFD npumep, Kak n B npeabiayLwiemM cny4vae

Ucnonb3em KawmpoBaHue (MNo-ymMosi4aHUKo):

* TponyckHaa cnocobHocCTb: 62 / 74 GB/s ana npunoxeHus /
yCTpOMNCTBA

3arpy3ku obbeguHsaroTcs (coalesced):
® gld request = (11 _global load miss +11_global load hit)

[nsa 3arpy3okK Ha rpaHuuax UCNosib3yHTCS TOMbKO 4 U3 32 HUTEU
* Wcnonb3yetca Tonbko 16 6anuT n3 128

PeweHue: nonpodoBaTb BbIKNIOUYNTL L1

¢ TponyckHaa cnocobHocTb: 66/ 67 GB/s
* YnydweHue npousBoaAnUTeNnbHOCTN Ha 7%

»

»

»

L)
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MMpumep: Yncno odbpalieHnn <

»

NMpoponxaem nccnepgoBatb FD kop
* [ponyckHas cnocobHOCTb: 66-67 GB/s
¢® Tenepb 30.84 n3 33.71 mc TpaTUTCA Ha obpaLleHMA B NaMATb
¢ 1024 opHOBpEeMEHHbIX HUTEen Ha SM
24 perucTpa Ha HUTb
O6bIyHOe KonupoBaHue aocturaet 80% MPOMNYCKHOWU CMNOCOOHOCTM NpPU Takomn
KoHdurypaumm
PelwleHune: yBenmMuYnTbL YMCrio obpalleHnn B naMmaTb Ha 1 HUTb

* Moaudukauma koga Takum obpasom, YTOObI KaXKaaa HUTb cYuTana pe3ynbTaT cpa3y
Ana 2 Toyek
YaBauBaeTcsi YMCIO 3aNpoOCOB B NaMsATb, MOXXHO CIKOHOMUTbL Ha pacyeTe MHAEKCOB

¢ YpaBauBaeTcs pa3mep Tausa — yMeHbLlUaeTcA NponyckHass CnoCoOGHOCTb Ans
rpaHu4HbIX 3nemMeHToB (halo)

¢ YnyduweHue npousBoAUTENbHOCTU Ha 25%
* TlponyckHasa cnocobHOCTb Tenepb 82-84 GB/s

.
.

»
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[Tpumep: gocTyn K namMATU 2

e Fl.qpo Ana 3agaydn mogennpoBaHusA KrinmMmarta
¢ B ocHoBHOM fp64 (T.e. 2 TpaH3aKLMMN HaA AOCTYN B NaMATb)

¢ Pe3ynbTartbl npodmnupoBaHus:

® gld_request: 72,704

® |1 global load_hit: 439,072

® |1 global load miss: 724,192
* AHanus:

® [lonapgaHue B L1: 37.7%

¢ 16 TpaH3aKuMN Ha UHCTPYKLUIO 3arpy3Kku U3 namsTun
* [noxowu wabnoH goctyna (B ngeane 2 TpaH3akuum ana fp64)
¢ 10 u3 16 npomaxoB B L1 npuBOAAT K Agon. TpahmKy LWNHbI NaMATH
* 3arpyxaeTtca B 5x 6ornbLue 6anT, 4eM HYXKHO

NVIDIA Confidential
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[Tpumep: gocTyn K namMATU 2 <

® [etanbHbIX aHanu3 wabnoHa gocTtyna

* Kaxpgas HUTb nocnegoBaTesIbHO NPOXOAUT HeNnpepbIBHbLIN
CEerMeHT NamMmsATu

NMNogpa3ymeBaeTcs kKawmpoBaHue B L1 kak Ha CPU
GPU kaw paboTtaeT no-gpyromy!
¢ OpavH 13 Hanbornee nnoxux wabnoHoB goctynoB ana GPU

® PeweHue:

¢* TpaHcnoHUpoOBaHMe KoAaa TakK, YTOObI KaXkabin Bapn
obpabaTbiBasn HernpepbIBHbIN CErMeHT NamMAaTH

& 2.17 TpaH3aKuUM Ha UHCTPYKLUIO 3arpy3Kku
¢ YnyduweHue nponsBoAUTENbHOCTU B 3X

)
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OnTnMmusaumsa yepes cxatume <

* Ecnu coenanm ontTumMmn3auun U Bce ewe OorpaHNYeHbl
nepecbINIKON AaHHbIX — MOXHO NONPoOoBaTb KOMMNPECCUIo

* Bo3MoXxHble noaxoabl:
Int: npeobpa3oBaHue mexnay 8, 16, 32 — 1 uHcTpyKumsa (64 — 2
WHCTPYKLIUN)
FP: fpl16, fp32, fp64 — 1 MHCTPYKLUUA
fp1l6 ucnonb3yeTcs TONMbKO AN XpaHeHUs1 AaHHbIX
* WMHTepBan gaHHbIX

HuxHaa n BePXHAA rPaHULbI — dpPrymMmeHTbl A4apa
MHTepI'IOHFILIMFl AaHHbIX Ha UHTepBarne

»

NVIDIA Confidential



BbiBOAbLI

®* AHanus
* LWabnoH gocTtyna
Yucno ogHOBpPEMEeHHbIX obpaLleHUn
* OnTuMunsauumum
O6beanHeHue 3anpocoB, UCNOJSIb30OBaHME TEKCTYP
* OOpaboTka 6onblKNX AAaHHbLIX B OO4HOU HUTU

* MNMonpoboBaTb pa3nu4yHble BapuaHTbl ¢ L1
NMonpoboBaTb KOMMNpPEeCccuro AaHHbIX

NVIDIA Confidential
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»,
BoO3MOXHble orpaHnyuTenu fﬁ%

® [ponyckHaa cnoCoOHOCTb MHCTPYKUUN
¢ Kakune MHCTPYKLUM UCNOSb3YHTCA
¢ fp32, fp64, int, namMATb, TPaHCLUEHAETHbIE Oonepauun UMEKT pa3Hylo
NPONYCKHYK CNOCOOHOCTb
MoXHO nocMoOTpeTb accembnep
* B CUDA 4.0 poctyneH ana Fermi

® Cepuanusauuma MHCTPYKLUN

¢ Korga HUTU B Bapne oTnpaBnsAalOT OAHY U TY XXe MHCTPYKLUIO
nocrnenoBaTtesyibHO

* B wunpeane Becb Bapn oTnpaBfifieT MHCTPYKLUIO oAHaXAbl
Bo3mMoXxHble NMPUYUHDLI.

* KoHcpnukrtbl 6aHKOB namsaTn

¢ [OnBepreHTHOCTb NYTU UCMOJSIHEHUSA

»

»
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AHanun3 HCTPYKUUU f,.zb;A

' quTqMKM npodunuposBLiMKa (Ha Bapn)
Instructions executed: CKOJNbKO MHCprKLI,VIM MCNOJTIHUIOCDHL
Instructions issued: BKNoYas cepuvnanmn3aumio

PasHuua mexay HUMu — npobnembl ¢ cepuanusaumen,
npomMaxm Kawia

¢ CpaBHUBaeM C xapakTepucTukamm ycTpoucrtsa

* Cwm. makcumym B Programming Guide uwnu Visual Profiler
* Fermi: IPC (MHCTPYKUMM B TaKT)

NVIDIA Confidential
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OnTnMusauus MHCTPYKLUUNU rf,.zm

* Mcnonb3oBaTb BCTPOEHHbIe (PyKHUUU roe MOXHO
®  sin(), __sincos(), __exp()
¢ 2-3 6UMTa MeHblUe TOYHOCTb, OOSIbLUEe UHCTPYKLUN B TaKT

® OObIYHO OgHA MHCTPYKLUUSA accemMmbrepa, BMeCTO HECKONbKUX
ANS TOYHbIX (PYHKUNN

,U,OI'IOHHMTeanbIe onunMn KoMmnunaTopa.
® -ftz=true
® -prec-div=false
® -prec-sqrt=false
* 64-6uTHaa apudpmMeTnKa TONbLKO TaMm, rae Heob6xoaMmo
* MMponyckHas cnocobHocTb fp64 HaMHOro MeHblLue Yyem fp32
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Cepuanusauusa: aHanums

¢ [OuBepreHuusa Bapnos
® Cuyetumku: divergent_branch, branch
¢ OnpepensieM CKOMbKO NMPOLIEHTOB ANBEPreHTHbIX

* KoHdnukTbl 6aHKOB pa3genaeMou NnamMaTu
* CyeTumKmn
® |1 shared bank_conflict
® shared load, shared store

* KoHdnukTbl 6aHKOB CylLleCTBEHHbI, ecrnn oba ycroBus
BbIMNOJIHEHbI

® |1 shared bank _conflict >> (shared load + shared_store)
® |1 shared _bank_conflict >> instructions_issued

¢ ABTOMatTunyeckmm aHanus B 4.0
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AHanuns yepe3 moaudnkauumo Kkoga fﬁ.zm

* Moaunduumnpyem Kog n nposepsieM Nnpou3BoAUTESNIbHOCTD,
ecnu cepuanusauua yctpaHeHa
¢ EcTb nNu cMbICh NbITaTbCA onTMMmmn3npoBaTb

* KoHopnukTbl 6aHKOB pasaensemMon namsTn
NMomeHATb MHAOEKCbI Ha threadldx.x

* TakXxe HeoOXxoAuUMO OOBLABUTL NepeMeHHble Kak volatile
MNMpepoTBpawaeT KaLWMpoBaHMe B permcrpax

¢ [OunBepreHTHOCTb BapnoB
NomeHATL ycnoBue, YTOObl HUTHU LUNIN NO OAHOMY NYTHU
* WU3meputb 06a nyTHU, onpeaennTb YTO TAXenee
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Cepuanusauusa: ontumMunsauum AVIBIA

® KoHdnukTbl 6aHKOB B pa3gensaeMoun naMaTu

¢ HOonornHeHne MmaccnBoB (PUKTUBHbLIMU A4YEUKAMU
¢ Hanpumep, korga Bapn obpatliaeTtcsa K cronouy B 2D maccuBe
* [pumep Transpose B CUDA SDK

® PecTpyKkTypMu3aumsa gaHHbIX
® Cepuanunsauumsa BapnoB

¢ pynnunpoBKa HUTEU BblOMpaOWmMX OANH NYTb UCMONMTHEHUA
* [lpeobpa3oBaHMe AaHHbIX, NpeaBapuTeribHasA oobpabdoTka
¢ llepecTtaHOBKa HUTEN ANA AOCTYyNa K AaHHbIM
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Mpumep: KOHDPIINKTLI 6aHKOB <.

¢ OpHo M3 sigep ANA MoAenMpoBaHUA KNumara, fp64

¢ Pe3ynbTaTbl NnpodunupoBaHus:
®  WHcTpyKuUN:

® Executed /issued: 2,406,426/ 2,756,140
¢ PasHuua: 349,714 (12% replays)
*  GMEM:

¢ OOuee yncno yteHnn-3arpysok: 170,263
®  WHcTpyKumn:6ant =4
— OCHOBHOW orpaHnynTENnb — MHCTPYKLNN

* SMEM:
® Load/store: 421,785/95,172
®  KoH¢pnukTbl 6aHKOB: 674,856 (Ha camom pene 337,428 u3-3a fp64)

— Bcero 854,385 uHctpykumi, ns Hux 39% replays

® PelleHue: AONOSIHUTL MacCcUB pasaenaemMomn naMmAaTn PUKTUBHbIMU arieMmeHTamu (pad)
¢ YBenuyeHue Npon3BOAUTENbLHOCTU Ha 15%
®  YMeHblUueHue replay MHCTpyKumMm Ha 1%
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BbiBOAbLI S%A

®* AHanu3s
* lMpoBepuTb NPONYCKHYK cnocobHocTb (IPC)
CpaBHUTb C MAKCMMYMOM (C y4€TOM pa3HbIX UHCTPYKLIUN)
NMpoBepunTb HACKOMbLKO CUNBLHO BNUSET cepuannsauus

®* OnTuMmum3sauum
* Wcnonb3oBaHne BCTPOEHHbLIX PYHKLUU

* ObbepguHeHUe HUTEN NO OQHOMY NMYTU UCNOJSTHEHUA

YcTtpaHeHne KOH(PNIMKTOB 6aHKOB
* NoGaBrneHune cToNoOLOB, peCTPYKTYypU3aLmsa AaHHbIX
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AHanu3 3agepxek

¢ Bo3MOXHble crnyyau
® Hm NnamMmATb, HUW MHCTPYKUUN HEe AOCTUTalOT MaKCUMYyMa
* Tnoxoe nepeKkpbiTue Mexany namATbLO U BbIYUCITEHUAMU

¢ [1Be BO3MOXHbI€ MPUYUHDI
® HepoctaTo4yHOE YUCNO HUTEU Ha SM
¢ Huskaa 3aHATOCTb SM
¢ Manoe 4ucno HUTeu gnga 3arpy3ku scero GPU

® Manoe 4yucno 6510koB Ha SM, Npu UCNosfib30BaHUU
__syncthreads|()

* WUHcTtpykumsa  syncthreads() npegoTBpawiaeT nepekpbiTue
BHYTpu 6rioka

NVIDIA Confidential
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3aAepXXKu U CUHXpPOHU3auus AViDIA

fAapo, rae cHavana
I Torbko namATh Becb 6ok 3arpyxaet

| | Tonbko matemartuka 3HA4YeHUA U3 NamMATH,

TOJNIbKO nocirne 31Toro
nayT pacyeThbl

— . OpuH GonbLuoii 6riok Ha SM

BpeEMS]

NVIDIA Confidential



<3
3aAepXXKu U CUHXpPOHU3auus AViDIA

I Tonbko namsiTh BeCb Gnok sarpyxaet

N |

| Tonbko matemartuka 3HA4YeHUA U3 NamMATH,

B -

]

NVIDIA Confidential

BpeEMS]

fAapo, rae cHavana

TOJNIbKO nocirne 31Toro
nayT pacyeThbl

OaunH 6onbLion 6rnok Ha SM

[1Ba MeHbLUnX 6noka Ha SM
(KaXkgbi B MNONMOBUHY
pasmepa 60bLUOoro)



»
OnTuMunsaumna 3agepxek <

®* HepocTaToO4HO 3arpy3Ku
* bonbuwe napannesnibHOCTU (0onbLUe HUTEN)

* Ecnu 3aHATOCTb Gonbllasi, HO 3aAepPXKU He NOKPbIBalOTCS

* OO6paboTKa HECKOJIbLKUX 3JSIEMEHTOB B O4HOWU HUTKU — OonbLue
He3aBUCUMbIX apudpMeTUYeCKUX onepaumm n oopallueHmm B
namMmsitTb

® Bbapbepbl

® MoOXHO NpoBepUTbL BIIUSTHUE Yepe3 KOMMeHTUpoBaHue
__syncthreads()

HenpaBunbHbIN pe3ynbTaT, HO BepPXHAS OLeHKa npupocTa
NPOU3BOAUTENbHOCTHU

* MoxHo 3alnyCKaTb HECKOJIbKO MEeHbLUUNX Oonokos
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CnVnMUHr perncTpos >4

* Korpa pocTurHyT npeaen AOCTYNHbIX PEermcTpoB, KOMMNUMATOP
Ha4YyMHaeT MCNOJIb30BaTb JIOKaNbHYI NaMATb (CIUNNHT)
* Ha Fermi npepen 63 perucrtpa
lNMpenen MOXHO yKa3aTb BPYYHYHO, ANSA OOSbLUen 3aHATOCTHU

NokanbHaa namMATb padboTaeT Kak rmodanbHas, TONMbKO 3anuchb
KawupyeTtca B L1

NonapaHue B L1 — noyTtn 6ecnnatHo

NMpomax B L1 — 3anpoc 13 rnobanbHou, 128B 3a npomax

dnar —Xth&S =V MOKa3bliBaeT Uucnosib3oBaHme permncTtpoBs " JNIOKanbHOM
namMATU Ha OAHY HUTb

* Bo3MoXxHoe BriMsiHMe Ha npon3BoAUTEeINIbHOCTDb
dononHutenbHbIN TPpaduK Yepes WNHY NaMATU
JononHuTesnbHblIe UHCTPYKLUN
He Bcerpa npo6nema, nerko onpeaenutb Yepes NpomnnmpoBLLUK
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CnVNMVHr perncTpoB: aHanNus3 <

® Cyetumku: |1 local load hit, 11 local load miss

=

* BnunsiHne Ha YUCIIO NHCTPYKLUUN
¢# CpaBHUTb C OOLLMM YMUCIIOM UHCTPYKLNN

* BnusHue Ha NPONYCKHYIO COCOOHOCTb NaMATU
NMpomaxu pobasnsawT 1288 3a Bapn

® CpaBHuTb 2 *|1 local load miss c obpaweHnsaAMHU K
rno6anbHou namsaTK (YTeHne + 3annUchb)

* YMHoOXaeM Ha 2, T.K. KaXXAbl MPOMax BbITECHSAET K3LU IMHUIO —
AOMNOSTHUTENbHAs 3anuUcb Yepes LUHY

¢ Ecnu k3w L1 BKMOYEH — cpaBHUBaeM ¢ npomaxamum L1
Ecnu k3w L1 BbIKIMO4YEH — CpaBHMBaeM CO BCEMMU YTEHUAMU
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CnunnuHr permcTpoB. ontTmMmmnsauus NVIDIA

* YBenn4utTb MakCMManbHbIN Npeaen perucTpoB
* WUcnonb3oBatb launch _bounds

* CKopeu BCcero yMeHbLUNUT 3arpyXeHHOCTb, 3anpocChbl B
rno6anbHy0 namMsaTb OyayT MmeHee 3h(peKTUBHbIMU

Ho MoXxeT ObITb nydiue B LefIoM

¢ Bbiknwuutb L1 ana 3anpocoB B rnobanbHy0 NaMATb
® MeHblUe KOMJIU3UU C KILLWMPOBaAHUEM JIOKaNbHOU NaMATH

* YBenunuutb pasmep L1 po 48KB
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ObOwume BbIBOALI >

nvibiAa

e Onpe.qeneHMe rMmaBHOro orpaHnyuTens
* ApudmeTuka, namMmsaTb, 3a0ePKKU

®* Uccnepyem B nopsaake HamdonbLluero BIIMSAHUA
* AHanus Hea(ppeKTUBHOro MCNosfib30BaHNUSA YCTPOMNCTBA
OueHKa BNUAHUA Ha OOy NPON3BOAUTESNIbHOCTb

OnTumunsaumna ana Hamoonee achppeKTUBHOro
MCNoNb30BaHUA YCTPOUCTBA

0

®
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Bonpochbi? <.
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MTone3Hble CCbINKU S%A

* GTC 2010: “Analysis-Driven Optimization”

* GTC 2010: “Fundamental Optimizations”

* GTC 2010: “Better Performance at Lower Occupancy”
* CUDA Webinars

* CUDA Programming Guide

* CUDA Best Practice Guide
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Moandukauma Koga n 3aHATOCTb fﬁ.zm

* BbikngbiBaHMe KyCKOB KOAa CKOpen BCcero noBnusieT
Ha YMCIo pPerMcTpoB
OTO YBENUYMUT 3aHATOCTb, pe3ynbTaTbl OyAyT UCKaXKEHbI

* HeobGxoaumo npenocTtaBUTb TY Xe 3aHATOCTb

* [poBepuTb 3aHATOCTb A0 MoauuKaumm yepes
nponnMpoBLLUK

* Tocne moandgpukaummn, ecnm HyY)XHo, 4OOaABUTL
pa3genseMon NnaMATH, YTOObI 3aHATOCTL coBnaaana

kernel<<< grid, block, smem, ...>>>(...)
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Moaundukauma Kkoga f:zm

)

Memory-only:
¢ BbIKMHYTb KaKk MOXHO 6onblue BbIYUCIIEHUN
* He mMeHsa wabnoH goctyna
¢ CBeputb load/store Yyncno MHCTPYKUMK Yepe3 NPohUNMpoBLLUK
Store-only:

¢ HOI'IOHHVITeanO yAaJlinTb elle BCe YHTeHUA
Math-only:
. BbIKVIHyTb BCe YTeHus1/3anucu B NnaMsTb

o HeOGXOﬂMMO nepexnTputb KOMNUIATOP.
¢ Komnunatop BblKuAbIBaeT BECb KOA, KOTOPbIN He NPUBOAUT K 3anNncu B NaMATb
¢ [JNob6aBuTtb (hMKTUBHLIE YCNOBHLIE OnepaTopbl, KOTOpble Bceraa = false

— Ycnoswue OOIMKHO 3aBUCETb OT 3HAYeHUs1, KOTopoe cobmpaemcs nucaTb
B NaMsaTb (4TOObI NpeaoTBpaTUTL ApYyrne onTuMmu3aummn)

— YcnoBue He OO0MKHO ObITb N3BECTHO B MOMEHT KoMnunnaumnmn

)

)
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Mopaudukauma koga anga math-only AvIDIA
__global __ void fwd_3D( ..., )
{
value =--’;emp + coeff * vsq; Ecnn cpaBHMBaTbL TONMbLKO

c donniarom, KOMAUNATOP

MOXET NOMECTUTb

) BbIYNCITIEHUSA B YCIOBHbIN
orneparop

g output[out_idx] = value;
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